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Summary.  Computing Science has made enormous direct contributions to the prosperity and well-being of the modern world, and further indirect contributions through its services to other branches of modern science and technology.  But is Computing Science itself to be judged like plumbing or brick-laying, solely in terms of its practical success in delivery of benefits promised? Or is it allowed to be a scientific discipline in its own right, with its own scientific goals, its own ideals, its own deep theories, and its own conceptual framework for the cumulative advancement of knowledge and understanding?  In other words, is Computing Research allowed, like other branches of science, to include pure and abstract theory, which generalizes from all its applications, but is independent of any particular one of them?  Can the theory be supported by convincing experiment?  Can the results of its scientific research be delivered in the form of scientific and engineering toolsets, delivering benefit to users in all areas of application?  
I will give a strong positive answer to all these questions.  I will describe some current and some long-standing scientific challenges that clearly fall within the domain of Computing Science.  They address questions of independent scientific interest, and use scientific method to answer them.  In scale and ambition, they match the attributes of a recently completed Grand Challenge project to decipher the Human Genome -- the six billion bits of information that constitute Nature’s blueprint for the development of every human being on the planet. I will summarise a recent initiative in UK to identify similar Challenges in Computer Science, and plan long-term international challenge projects to meet them. 

1. Introduction. 

The tradition of Grand Challenges has been a spur to progress in many branches of science.  If you want to know whether a challenge qualifies for the title ‘Grand’, compare it with earlier challenges, both those that were recognised as Grand before they were achieved, and those that were achieved without explicit recognition as such.  Here are some well-known examples

Prove Fermat’s last theorem


(accomplished)

Put a man on the moon within ten years


(accomplished)

Cure cancer within ten years


(failed in 1970s)

Map the Human Genome


(accomplished in 2003)

Map the Human Proteome


(too difficult for now)

Unify the four forces of physics


(under investigation)

Hilbert’s programme for mathematical logic  

(now proved impossible)
Even the Grand Challenges that failed have inspired excellent scientific research.

In the relatively short history of Computing Science, the following examples may be familiar to the specialist

Determine whether P is equal to NP




(open)

The Turing test




(open)

The verifying compiler




(open)

A championship chess program



(completed, 1997)

A GO program at professional standard




(open)

Literary translation from English to Russian


(failed in the 1960s)
The success of a Grand Challenge project is a major milestone in the advancement of scientific knowledge, or of engineering technology, or of both.  It is celebrated throughout the world, not only by the scientific teams who have been engaged in the project for many years, but also by the general scientific community and (just as important) by the general public.  It sets a new directions for the more normal procedures of scientific research, whose continued progress does not require the extra stimulus of a Grand Challenge.  An outstandingly successful example of a Grand Challenge has been the Human Genome project, completed in 2003.  This project can be taken as a model by scientists in other disciplines, which have reached a degree of maturity such that further major advances can best be made by a large-scale and long-term collaborative undertaking.
Researchers in Computing in the United Kingdom are currently engaged in such an exercise to identify the scope and prospects for Grand Challenge projects in their own subject.  The exercise is conducted under the sponsorship of the recently constituted UK Computing Research Committee, which draws its membership from a wide range of international leaders of computing research, both from industry and from Universities. The exercise has wide support from all the relevant agencies and professional institutions: the EPSRC (the UK research fund granting agency for Computer Science), the British Computer Society (BCS), the Institution of Engineering and Technology (IET), and the Council of Professors and Heads of Computing (CPHC).  
The exercise was initiated by an open call for submission of ideas to meet a list of stringent criteria that would justify application of the title of a Grand Challenge on a project proposal. The submissions were discussed at a Workshop in November 2002 at the National E-science Centre in Edinburgh.   The ideas were classified into seven topic areas (to be described and discussed below), and in each area a web discussion was conducted by a moderator entrusted with that task.  Further e-mail discussions and Workshops have been held in each area to define and refine a programme of activities, and there is now a small panel in each area to monitor and exploit opportunities for further action.  

Grand Challenges formed the theme of two BCS National Conferences, held in March 2004 in Newcastle, and in March 2006 in Glasgow.  These promoted full discussion and feedback from the general computing research community.  Fuller information and opportunities for further feedback (including a call for new proposals) may be found at

http://www.ukcrc.org/
2. Six Grand Challenges for Computing Research.

The first batch of draft proposals for Grand Challenges concentrated on the following seven areas of research 

In Vivo <=> In Silico: The virtual worm, weed and bug  (GC1)


Science for Global Ubiquitous Computing (GC2)


Memories for life – Managing information over a human lifetime (GC3)              

Scalable Ubiquitous Computing Systems (GC4)

The Architecture of Brain and Mind (GC5)


Dependable Systems Evolution (GC6)

Journeys in Non-Classical Computation (GC7)
GC4 has since merged with GC6. Two further areas have emerged, which are not yet sufficiently crystallized for inclusion in this summary: 
      Learning for Life (GC8)

      Bringing the past to life (GC9)
These areas are not yet sufficiently advanced for me to summarise them.


GC2/4: Global Ubiquitous Computing.  Judging by the advances in computing technology over the last twenty years, simple realism requires the long-term predictions for further advance to be rather fantastic.  Here are some tentative predictions for the state of computing in twenty year’s time:
There will be a hundred times more computers in the world. 

Each of them will be a hundred times more powerful than now.

They will be everywhere, in toys, books, clothes, furniture, pills,…

They will connect automatically by wireless with other nearby computers.

These connections will be a hundred times faster than now.

Computer programs will still be hand-crafted by humans, …

…and subject to continuous change, correction and improvement.

To understand the opportunities and challenges -- and the dangers – of these developments, it is best to regard all the computers in the world as just one big computer, the Global Ubiquitous Computer (GUC).  This is the approach taken by the combined Grand Challenges, GC2 and GC4 listed above.  GC2 plans to develop a coherent informatic science whose concepts, calculi, theories and automated tools allow descriptive and predictive analysis of the GUC at many levels of abstraction.  The goal is that every system and software construction – including programming languages -- shall employ only a limited and known range of concepts and calculi.  As a result, all design decisions for an application can be justified by these theories and tools.  GC4 takes a more experimental, engineering approach to the design and exploitation of the GUC.  It will explore the compromises and the technological tricks of the kind that are essential in all practical application of Science.  It will seek to formulate practical rules of thumb for ubiquitous systems applications, and develop them into design principles of greater generality.   Adoption of such principles is our best hope that future GUC applications will give the highest level of user service, and will be dependably robust under misuse.  The goal of the merger between GC2 and GC4 is to ensure ultimate compatibility between theory and practice, where practice confirms the theory, and theory generalizes from practice. 
GC3: Memories for Life.  In the early years of computers, people were already amazed at their raw computing power – they could perform hundreds of operations per second!  Nowadays, a hundred million operations per second is no matter for comment.  Furthermore, many ingenious algorithms have been developed and implemented to exploit and contribute even further to the benefits derived from this amazing increase in raw power of calculation.  
Right from the beginning, computers have been able to communicate over a distance – typically at a speed of hundreds of characters a second.  Since then, the capacity, range and coverage of computer communications have increased on the same scale as the raw computing power of computers.  The use of computers for communication has revolutionized not only the industry, but also many aspects of modern social and cultural life.
These amazing advances in speed of calculation and communication have been fully matched by advances in computer memory capacity.  Storage that was once measured in kilobytes is now measured in gigabytes, another million-fold increase.  Worldwide accessibility of the World Wide Web increases the capacity by yet another factor of a million. 

To exploit this information capacity, for the benefit of society and of its individual members, is the goal of GC3.  Computers already hold a lot of personal information – photographs, video clips, correspondence, diaries, tax forms, marriage licences, and so on.   The web also holds a lot of information of public interest, including all aspects of human knowledge, from history and geography to medicine and astronomy.  But the accumulation, verification and retrieval of this information is still very problematic.  There are serious questions of the permanence and privacy of the local data, and of the provenance and the credibility of public stored information.

Finally, there remains the central challenge of recall of relevant information by intuitive association, which human beings are so good at.  Will the computer ever be able to answer such simple requests as ‘Find the picture of me playing trains with my son Peter’?  Or ‘What did we have for dinner when my cousin came to visit last year?’.  Or ‘What are the arguments for and against an immediate increase in the central bank rate?’.  Answers to these questions will require collaboration between Computing Science and other disciplines such as Psychology, Physiology, and Medicine.  A successful answer is essential, if we are to exploit the vast capacity of modern computer memory to the same extent as we have exploited the power of computers to calculate and to communicate.  
GC1: In Vivo = in Silico.  The rapidity of developments in computing hardware is now fully matched by amazing increases in the power of experimental instruments, especially those applied to research in all branches of biology. For example, twenty years ago it was possible for a person to sequence a few hundred base pairs of a genome per day.  With more advanced instruments, and by world-wide collaboration, it was possible for the Human Genome project to sequence three billion base pairs in only thirteen years.  Now the standard rate for gene sequencing is a hundred times greater still.  Success in decoding the Human Genome has opened up whole new areas of biological research.  For example, we now know something about the expression of genes as protein, and the way it is controlled by the proteins themselves.
As a result of these advances, the amount of raw data being accumulated by biological experiment is far beyond the range of scientists’ current theoretical understanding of Biology.  Computing Science has already had to deal with similar problems of scale and complexity of computer programs and systems, and there is hope for contribution of relevant ideas to biological modelling.  In particular, we hope that dynamic computer simulation of theories of Biology will make predictions that can be tested against experimental reality.  GC1 proposes this as a Grand Challenge project for computing research.  The aim is that of Systems Biology: to explain the function and behavior of a complete organism in terms of the nature and structure of its component organs, cells, proteins, and genes.  

To contribute to this aim, the project will concentrate on the same simple organisms that are the subject of widest biological experiments.  A good example is the nematode worm Caenorhabditis elegans, with just one thousand cells, a hundred of which are nerve cells. The development history of each of these cells is fully mapped.  The common weed Arabidopsis thaliana is another extensively studied multi-cellular organism.  Even single-celled organisms like Escherichia coli present a significant challenge.  It is hoped that Computing Science will provide a common theoretical framework for understanding a diverse range of phenomena.  The common theory will provide a sound basis for development of a general-purpose tool-set for simulation and analysis of all these organisms, and more.  Success of GC1 will be judged by the benefit that it delivers to the Biological Sciences.  But there is no doubt that these benefits will be repaid in full by a broader and deeper understanding of Computing Science itself.
GC5: Architecture of the brain and mind.  As human beings, we have a naturally intense curiosity about ourselves, our bodies and especially our minds.  How do we think? How do we perceive our surroundings, and make plans to interact with them?  How do we reason and act intelligently?  We know that the brain is the organ most directly involved in the processes of thinking, but we have little understanding of the mechanisms of the brain, and even less of its relationship to the mind.  In the early days of Computing, Alan Turing was intensely interested in these questions, and believed that computational concepts could throw light on them.  In particular, he speculated that a computer could be programmed to simulate aspects of human intelligent activity.  We are still far from realizing his vision.

A single human brain has about a hundred million million nerve cells; by this measure, it is by far the most powerful logical machine that we know of.  To simulate it accurately at the level of nerve cells, even in twenty years’ time, will be far beyond the power even of the whole of the Global Universal Computer.  It is only by understanding the structure and architecture of the brain that we have any hope of understanding how it works.  This understanding will have to incorporate the deepest insights of biologists, brain physiologists, nerve scientists, psychologists, linguists, social scientists, and even philosophers.  The project is classified as a Grand Challenge for Computing, because it is expected that ideas and methods from Computing Science will make an essential contribution to the success of the project. 
GC7: Journeys in non-classical computation. The classical theory of computation is based on a Turing machine, which is structured as a single computer with a single local control.  It is capable of sequential execution to completion of a single deterministic program, by updating discrete stored values held on a sequentially accessed storage medium. Most of its properties were generally shared by early computers.   The notion of computation embodied in the Turing machine gave us our first understanding of the concept of computability, and its limitations.  It gave an early proof of the existence of interesting problems that can never be solved by computer.  
But computations carried out in nature, for example in the brain or body of a living organism, have none of the properties that define a Turing machine.  They are widely distributed over space and over time; they are highly non-deterministic; they essentially involve massively parallel operation; they have random access to continuous data; and, and they interact continuously with their environment.  Modern computers, and especially the global ubiquitous computer, are much more like a living organism than the Turing machine.  So the Challenge of GC7 is to find a theory and model of computation more firmly based on present-day reality.  It is to produce a fully mature science of all forms of computation, which unifies the classical paradigm of the Turing machine with the non-classical properties of biological systems, and perhaps even taking into account the promise of the Quantum Computer.  
This Challenge does not claim to be a project, with plans, milestones and deliverables.  Its activity is informal, to provide opportunities for researchers, pursuing different ideas in different directions, to transfer ideas at an early stage. Its aim is to encourage interdisciplinary interactions in the postulation of new  computing paradigms and architectures; to develop an interface between computer science, biology, mathematics, chemistry, electronic engineering and physics; to create new research communities of collaboration in non-classical computation;  to promote the transfer of knowledge; and to encourage new collaborative research activity in unconventional computation.  That is why it includes the word ‘Journeys’ in its title: the journey itself provides the value, even though it is not known where it is going to.
GC6: Dependable systems evolution.  The challenge GC6 addresses an all-too-familiar issue of the dependability of software in daily widespread use.  It seeks evidence for the safety and soundness and security and serviceability of computer programs running in homes, offices, cars, planes, rockets, reactors, etc.  The insight on which this project is based is that computers can themselves help in the search for evidence, and they can automatically construct a convincing case for their own dependability.  In fact, confidence in the more formal aspects of dependability can be justified by a machine-generated and/or machine-checked mathematical proof, rather than just on human intuition and judgment. Since the days of Aristotle and Pythagoras, mathematical proof has been regarded as the summit of certainty achievable by the human intellect; and they already pioneered the formalization of axioms and rules on which the mechanical proofs of today are still based.  Their ideas were further developed by subsequent logicians and philosophers, including Leibniz, Frege, Russell and Turing.
In addition to its origins in ancient logic and the Philosophy of Mathematics, the Challenge of Dependable Software will require answers to some of the fundamental questions of modern Science, such as: ‘What does it do?’, ‘How does it work?’, ‘Why does it work?’, and ‘How do we know that the answers to these previous questions are correct?’.   These questions are formulated in terms that apply to any scientific discipline, from biology and physiology to mechanics and electronics – and now to Computer Science.  Of course, each discipline chooses a different meaning for ‘it’ – a biological species, a vital organ, an airplane, or an electronic circuit.  In the case of Computer Science ‘it’ will stand for a computer program.  

The question ‘What does it do?’ is answered by the program’s specification.  The question ‘How does it work?’ is answered by enumerating its software modules and specifying their individual functions and the interfaces between them. The question ‘Why does it work?’ is answered by the theory of programming, as expressed in the semantics of the relevant programming language.  And the question ‘How do we know?’ is answered by the computer itself providing a mathematically checked proof of the conformity of the program to its specification.  The software tool that performs this check is called a Program Verifier.  The idea was first proposed by Bob Floyd around forty years ago, when he showed how the intermediate lemmas in the proof could be expressed as assertions in the program.  Program verifiers now exist for languages like Java, and they have been found suitable for educational use on small examples and for experimental use on larger ones.  A major part of the challenge project will be to evolve such tools until they are suitable for routine use by software engineers.
To do this, the program verifier must be accompanied by other tools covering the whole life cycle of a computer system from analysis of requirements through architectural design, component design, interfaces, coding, testing, integration, delivery, and in-service upgrades to running systems in the years after first delivery, to ensure that it remains dependable as it evolves to meet new needs.
The design and development of these tools will require the assistance from many specialist branches of Computing Science.  It will require a combination of the skills of theorists, tool-builders, and experimentalists.  Specialist assistance is required from researchers in many branches of compiling, optimization, program analysis, test case generation, etc.  For proof, techniques will be borrowed from constraint solving, model checking, decision procedures, algebraic transformation, proof search, etc.  Theories are needed to cover all aspects of modern programming practice, including aliasing, object orientation, aspects, design patterns, concurrency, etc.  In all cases it is a significant technical challenge to integrate the contributions, to unify the theories, and to ensure interworking of prototype tools, and above all to use and evaluate the current status of the tools by application to a corpus of real or realistic programs, systems and components, of varying sizes and from various fields of application.  It is only thus that we can accumulate evidence for the reducing cost and increasing effectiveness of verification technology.
3. The international dimension.

A most enduring characteristic of Science is the welcome it extends to participation from scientists of all nations of the world.  This is the secret of the extraordinary cost-effectiveness of scientific research. The cost is divided among all participating nations, but the benefits are not: they are enjoyed in full by everyone.  One of the main reasons for a Grand Challenge project is to inspire an international collaboration, and to ensure its effectiveness.  Effectiveness requires abandonment of the goal of commercial advantage.  Participants in the Human Genome Project subscribed to the Bermuda Agreement, by which rapid publication of all results forestalls the possibility of patents.  
The six Grand Challenge Projects for Computing Research (presented in the previous section) are those that have excited most discussion in the United Kingdom.  A similar list has been drawn up in the United States by the Computer Research Association.  It includes four challenges under the title of Trustworthy Computing.  I have been interested in software verification for forty years, so I have naturally taken a personal interest to follow and promote the progress of GC6, Dependable Systems Evolution.  This proposal has excited some useful developments on the international scene, including a Working Conference held in Zurich in October 2005.  The Conference was sponsored by the International Federation of Information Processing, and attracted a world-wide participation from a hundred leading international researchers in formal methods and adjacent disciplines.  Its goal is summarised in its title:
Verified Software: Theories, Tools, Experiments.
The discussions at the Conference were followed up by further conferences and workshops in other countries and on other continents.  There is general sympathy to the view that researchers in formal methods should work more closely together to advance their subject in directions favourable to wider application. Initiation of such a major project is inhibited by the current culture of scientific research in Computing, which emphasises the importance of annual conference paper submission.  We need to give more emphasis to the supply tools and services to assist the work of other scientists.
It is hoped to overcome such cultural inhibitions by emphasising the scientific idealism of the project.  The ideal of program correctness is like the ideal of accuracy of measurement in physics, purity of materials in chemistry, rigour of proof in logic. It is the duty of scientists to pursue such ideals for their own sake, far beyond what is needed for practical application in the current marketplace.  It is only by exploring well beyond the current bounds of practicality that scientists can map accurately where those bounds lie.  It is only by uncompromising pursuit of ideals that scientists can explore the full range of design options available to engineers.  This is an essential help in the search for ingenious solutions, work-arounds and compromises, which are essential to any practical application of engineering science. 
In addition to pursuit of scientific ideals, the research of the international project plans to exploit the standard methods of science in their realisation. Thus the project includes in its very title the formulation of sound and coherent theories, and their test by a convincing range of experiments.  Increasingly in modern science, the conformity of experiment to theory is checked by software, by a suite of program tools, soundly based on theory, and run against great masses of observational data. These tools are initially suitable only for use by scientists, because they require from their users a deep understanding not only of the theory but of the internal mechanisms and algorithms of the tool.  But eventually, in the light of practical experience, the power of the tools increases, they integrate more closely with other tools, until eventually they become more generally usable by engineers.   The average engineer’s understanding of theory was always shaky, and anyway dates back twenty years or more.  In modern times, it is the tools (rather than journal publications) that provide the main medium of technology transfer between advances in science and their application in engineering.  We hope that the Verified Software Grand Challenge will culminate in a similar spread of the technology of program verification with the aid of mechanical tools.
If this hope is realised, we can look forward to the day when programs are always the most reliable components of any system that contains them; and when programmers make fewer mistakes than professionals in any other branch of engineering.  These hopes are in principle realisable, because programs, unlike all other engineering products, do not decay or rust or wear out.  And yet the hopes are in strong contrast with present-day reality.  At present, when a device is switched on and stops working, the most likely cause lies in an embedded program.  (The acid test is to switch it off and on again).  And programmers are notoriously error-prone.  Detection and elimination of mistakes by programmers often consume half the effort of a software project, and add an unpredictable delay to delivery.  The gap between aspiration and reality is wide.  A recent estimate of the cost of program error world-wide is of the order of a hundred billion dollars per year.  To realise our aspirations will justify almost any feasible investment of effort and money in the research.  I cannot yet report how our national funding agencies are responding to this opportunity for investment.
