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Summary.  Computer Science has made enormous direct contributions to the prosperity and well-being of the modern world, and further indirect contributions through its services to other branches of modern science and technology.  But is Computer Science itself to be judged like plumbing or brick-laying, solely in terms of its practical success in delivery of benefits promised? Or is it allowed to be a scientific discipline in its own right, with its own scientific goals, its own ideals, and its own deep theories, and its own conceptual framework for the cumulative advancement of knowledge and understanding?  In other words, is Computing Research allowed, like other branches of science, to include pure and abstract theory, independent of particular application?  Can it support its theory by convincing experiment?  Can it deliver the results of its scientific research in the form of scientific and engineering toolsets, capable of delivering benefit in all areas of application?  

I will give a strong positive answer to all these questions.  I will describe some current and some long-standing scientific challenges that clearly fall within the domain of Computing Science.  In scale and ambition, they match the attributes of a recently completed Grand Challenge project to decipher the Human Genome -- the six billion bits of information that constitute Nature’s blueprint for the development of every human being on the planet. I will summarise a recent initiative in my country to identify similar Challenges in Computer Science, and plan long-term international challenge projects to meet them. 

The Grand Challenge exercise has been undertaken by an informal committee, known as the UK Computing Research Committee, which includes many leading researchers from Universities and from Industry.   The exercise started with a list of criteria by which a Grand Challenge could be distinguished from the far greater number of significant challenges tackled every day by scientific research.  The exercise continued with an appeal for suggestions from the entire computing research community; these were discussed by a workshop which attracted a hundred proposers to Edinburgh in November 2002.  

Nearly all the proposals could be classified under six headings, some old and some new:

system biological simulation (in vivo = in silico), 

ubiquitous computing, 

the architecture of the brain and mind, 

memories for life: managing information over a human lifetime, 

non-classical models of computing, 

software dependability and evolution,

journeys in non-classical computation.  

Of these, I have taken an especial interest in the last Challenge.  This has been the subject of an IFIP Working Conference held in Zurich in October 2005, which attracted a world-wide participation from a hundred leading international researchers in formal methods and adjacent disciplines.  Discussions have continued in conferences and workshops on different continents.  The goal of the project is Verified Software, that is, software whose desirable properties have been precisely specified in a way that can be certified by mathematical proof.  And the proof itself has been itself generated and checked by computer.  That is as close to certainty as mortal man can achieve.  

Ideally, verification will be applied at all stages of a software project, from analysis of requirements through architectural design, component design, interfaces, coding, testing, integration, delivery, and in-service upgrades to running systems.  The whole process will be supported by a family of inter-working tools, which check that all outcomes fulfil the programmer’s intentions.  

This is essentially a scientific research project.  The ideal of program correctness is a scientific goal, like accuracy of measurement in physics, purity of materials in chemistry, rigour of proof in logic. It is the duty of scientists to pursue such a goal well beyond prospect of immediate practical application.  The research of the project aims to satisfy scientific curiosity; it is directed at fundamental questions of computer science:  what do programs do, how do they work, and deeper questions: why do they work, and how do we know it?  

Furthermore, the research uses the methods of science: it includes the formulation of sound and coherent theories, and their test by a convincing range of experiments.  Increasingly in modern science, the conformity of experiment to theory is checked by software, by a library of programs  based on theory and run against masses of observational data, also collected by computers. This library of analytical tools is often the mechanism for delivering the results of scientific research to practicing engineers who can benefit from them.

If this project is successful, we can look forward to the day when programs are always the most reliable components of any system that contains them; when programmers make fewer mistakes than professionals in any other branch of engineering.  There is still an awful long way to go.  But that is what makes it a Grand Challenge.
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